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What Does It Mean To Be A Moral Agent?

COUNTERFACTUALS

Understand causation – the relations between causes and effects
Existing systems are currently only able to compute correlations. Thus, they are not able to 

understand the root causes of certain behaviors, events, and so on. They are also not able to 

understand the consequences that their actions would or could have. To be a moral agent, thus, 

requires a system (human or artificial) to be able to understand the effects of their actions, and 

judge based on moral consequences how they should behave. 

Have agency

To have agency means that systems have the ability to freely choose from a wide range of 

different options what they believe to be the right action. Often these decisions are made with 

respect to a relevant moral code. Thus, going back to point (1), having the ability to weigh up all 

the different effects/consequences a certain cause could have, and choose the most desirable one, 

requires moral agency.

Understand how to reason counterfactually 

Points (1) and (2) both require counterfactuals. When thinking causally – when we envision the possible effects 

a certain cause could have – we are essentially envisioning all the possible/hypothetical ways a scenario could 

unfold. When weighing up the moral consequences of various courses of action, we are thinking about how we 

have acted, how me might act, and whether we could have acted otherwise. When we think about how we have

acted and how we could have acted instead, we believe that we have the ability to choose from within a range 

of options (that we have agency). All of these results and requirements exhibit counterfactual reasoning.
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What About Artificial Moral Agency?

1. This research project focused on what it would mean for AI systems –

Artificial Agents – to become Artificial Moral Agents (AMAs). The time 

is rapidly approaching for AAs to start making autonomous decisions. 

This is starting to happen already with the phenomenon of self-driving cars, 

and will also perhaps start happening in healthcare and banking services, 

for example. When AAs start making decisions in this way, they will also 

have to be held accountable and responsible for their actions. This is why 

it is crucial to decode and compute artificial moral agency.

2. In my research I conducted a literature review to look at the history of 

counterfactuals, for the reasons outlined in slide 2. I argued that in 

order for AAs to become true moral agents, they must be able

understand causation and use counterfactual reasoning.

Without the language of causality, AI systems will never be able to 

make completely accurate projections about the future, and they 

will never be able to make truly autonomous, informed decisions 

about which action they should take under different circumstances. 

As a result, they will never progress past being tools that we use for data 

mining and probability assessments. As a result, I explored the 

importance of algorithmizing counterfactuals, through looking at two 

causal models: Woodward’s Structural Equation Models and Pearl’s 

causal diagrams.

I wrote up my findings in the format of a 

paper. With the help of my supervisor, I hope 

to submit it sometime soon to the CAIR 

Artificial Intelligence Research Centre, in an 

attempt to give one potential answer as to 

how we can make “machines that reason and 

act morally on the basis of causation”

3. Finally, I looked at a further addition to my argument: I argued that 

utilizing counterfactual reasoning implies having a belief in free will. I 

defined free will as “being able to freely choose a course of action from 

an array of different options”. I argued that this implies that the agent 

believes they have the ability and agency to choose and, thus, that they are 

free to choose however they wish: to change their mind about what to choose, 

and to choose from within a range of possible actions and/or options. 

Thinking counterfactually, when you allow yourself to imagine alternative 

future or past scenarios you are therefore believing that you had the option to 

act differently.

“If we are asking a machine to have the intent to do X = x, 

become aware of it, and choose to do X = x’ instead, 

we seem to be asking it to have free will” – Judea Pearl, The Book of Why

4. As a result of this, I am arguing that you are embedding yourself with a desire to behave 

morally: to make good decisions, and to act in ways that impact yourself and the people around 

you positively. In this way, and through using the correct causal model, AAs will become AMAs; 

autonomous agents capable of moral behavior. 


