
1. Introduction

2. Research Hypothesis

• Genetic Algorithms are being used to optimise existing computer code for 
run time and power use.  These work by making a series of edits to the 
code, and testing the performance of the code after each edit.

• Possible applications include: extended battery life for mobile phones, 
reduced power consumption of data centres, quicker running programs, 
and time savings for large computational jobs.

• If plastic regions of code exist, then guiding future edits towards areas of 
the code where a previous edit has been successful should increase the 
rate of improvement of the algorithm.  This is because more edits will have 
been targeted towards plastic regions.
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• Changes to the code are currently made at 
random, which is inefficient.

• “Plastic Regions” have been theorised.  These 
are areas of code which are more receptive to 
edits.  As yet, there are no known ways to 
predict where these areas occur.

3. Research Objectives

• To investigate if this new method does lead to an improvement in 
optimisation efficiency of real-world programs.

• To further investigate whether plastic regions are discoverable through this 
approach.



4. Experiment Methodology

• The GIN software tool was modified to assign a weighting to each line of 
Java code in a real-world software application (JCodec).  Edits were 
distributed according to the line weightings.  If an edit was successful, then 
the weightings of the lines in that area of code were increased.  Future edits 
were then more likely to target that area.  Different experimental parameters 
were investigated in this process.

• Four edit types were used: delete a line, swap two lines, copy a line to 
another place, and to replace a line with a line from elsewhere in the code.

• After each edit, the code is compiled and tested with its own test suite.  The 
tests are timed, and then its execution time is recorded. If the tests pass and 
the run time is shorter than before, then the edit is kept and the process is 
repeated.

5. Results

Figure 1 – Typical run-time improvement.

Figure 2 – Typical results of edits made.

• Most functions investigated were highly 
sensitive to any code edits, and did not 
work when any of the code had been 
edited.

• The one investigated function that was 
receptive to the applied edits produced 
graphs of speed improvement against 
time like Figure 1.

• Figure 2 shows a typical set of 
outcomes from individual edits over 30 
repetitions of a typical experimental 
run.  Green tiles correspond to edits 
where the weighting was increased.

• It should be noted that in this case, the
weightings were increased when the
code successfully compiled, as this 
allows the algorithm to investigate 
regions where edits do not cause 
breaking changes.



6. Conclusions and Topics for Further Study

• Some run time improvements were found, but none of the factors investigated 
appear to have a strong correlation with the rate at which the run time of the 
target program is improved by.  Figure 6 shows that a slight improvement was 
seen in the rate of successful edits as the experimental runs progressed, which 
implies that this method does discover plastic regions.

Figure 6 – Typ. rates of compiling 
edits.

• The average run times obtained for different rates of weighting increase for 
successful edits are shown in Figure 3.

• The same, but for weighting decrease on unsuccessful edits are shown in 
Figure 4.  

• Weighting decrease was applied on unsuccessful edits to help stop the 
algorithm from getting “stuck” in a region of code where there is a small 
likelihood of any further successful edits being found.

• The effect of changing the number of lines of code affected by each 
weighting change is shown in Figure 5.

Figure 3 – Weighting Increase. Figure 4 – Weighting Decrease. Figure 5 – Spread.

• Difficulties were encountered when 
trying to adapt the experimental code 
to target new pieces of real-world Java 
code (other than JCodec).  Repeating 
the investigation on more, and different, 
Java code would show how well these 
results generalise.

• Edit types which change the structure 
of the code, rather than changing 
individual lines, are also possible, and 
it may be that different results could be 
obtained if these edits are applied.


